Sunil Ghimire
NLP Engineer

info@sunilghimire.com.np | linkedin/ghimiresunil | github/ghimiresunil

NLP Engineer with 5 years of experience owning production LLM and agentic Al systems from architecture to
deployment. Designs agent systems for reliability rather than demos: deterministic guardrails around model
output, schema validation, self-correcting retries, and cost controls that gate expensive work before it runs.
Delivered a 12-node LangGraph copilot at 98% query accuracy in 2.5 months, a Text-to-SQL pipeline at 92%
intent accuracy, and a Mistral-DPO framework outperforming LLaMA and GPT baselines by 20%. Leads ML

teams, sets technical direction, and ships on Kubernetes and AWS with full observability.

WORK EXPERIENCE

Machine Learning Engineer, Fusemachines Aug 2021 - Present
e Project Kalman | Agentic NLP Copilot for Building/loT Telemetry

o Architected a 12-node LangGraph agent turning plain-English questions into validated Historian DSL
payloads at 98% accuracy (196/200 quetries), shipping the M1 "Show Me" milestone in 2.5 months.

o Built the orchestration layer: five-way intent routing and a cascading clarifier that asks one grounded
guestion at a time instead of guessing.

o Hardened LLM output with six deterministic guards, Pydantic validation, a self-correcting retry loop,
and a pre-flight cost gate blocking over-broad telemetry scans; deployed on Kubernetes with
per-node token and latency tracing.

e Conversational Text-to-SQL System

o Led end-to-end development of a Text-to-SQL pipeline reaching 92% intent classification and 89%
table selection accuracy using Milvus vector DB.

o Engineered dynamic schema adaptation, LLM-powered noun extraction, and BM25-based error
correction (90% accuracy), with SQL generation validated at 82% correctness.

o Added context-aware error recovery with follow-up question generation (72% noun-error resolution);
deployed via Helm on Kubernetes with MongoDB-backed conversational state.

e Domain-Specific Search & Ranking Platform

o Led the ML team building a ranking pipeline with BM25 and WMD implemented from scratch,
combining rare-token matching and hybrid BM25 + SBERT for ~87% ranking accuracy across general,
movie, restaurant, and product search.

o Optimized the swipe-based personalization workflow, cutting 8-swipe latency from 8-10 seconds to
4 seconds; deployed to production on AWS EKS.

¢ Maedical Conversational Generative Al
o Fine-tuned and benchmarked five model families to simulate doctor-patient interaction, identifying

LLaMA as the strongest baseline.
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o Fine-tuned Mistral with the DPO trainer over three epochs for a 20% accuracy improvement over all
other models; awarded Best Team out of 12 at the Fusemachines Hackathon.
e Customer Propensity Modeling
o Predicted 3-6 month purchase propensity for all-flash storage from telemetric data, reducing 400+
features to 250 via hypothesis testing and feature selection.
o Trained tree-based models to 90% test accuracy and presented feature importance analysis to
stakeholders.
e High-Throughput Data Engineering Pipelines
o Designed an async ETL pipeline with optimized MongoDB aggregations, completing workflows in
5-6 minutes against a 30-minute target.
o Re-architected retrieval of 1M records constrained by 1-second API calls, improving throughput 15x
and cutting runtime from 11-12 days to 16 hours.
e Information Extraction & Document Intelligence
o Fine-tuned transformers for NER (70% accuracy) and trained a joint entity-relation classifier with
BERT, benchmarking against tok2vec.
o Built document classification on sentence-transformer embeddings with XGBoost, paired with
zero-shot segmentation.
e NLP Services for Job Portals & Email Automation
o Built and deployed an end-to-end resume parsing and scoring pipeline powering job portal services.
o Developed email classification with SVM and XGBoost, plus RTE models for automated macro
suggestion.
e Al Education & Community Initiatives
o Delivered content, projects, and talks for three Al workshops across three institutions as part of a

25-person team; authored a monthly technical newsletter for the internal Al commmunity.

Graduate Teaching Assistant, Herald College Kathmandu Jan 2021 - Aug 2021
e Taught an Al course to BSc (Hons) Computer Science students and supervised their final-year projects.
Topics Covered: Python, Data Science, Machine Learning, Deep Learning, Computer Vision,

Natural Language Processing

PROJECT EXPERIENCE

Nepali News Classification and Summarization
e Trained and tested on a large corpus of Nepali language data, including news articles from various sources.
e Able to identify and classify different types of Nepali news, such as political, social, economic, and
entertainment news.
e Capable of providing summaries of news articles in the Nepali language, accurately conveying the main
points and key details of the article.
Accident Severity Prediction
e \Worked on a project to predict the severity of accidents using data analysis and machine learning

techniques.



e Conducted exploratory data analysis to gain insights into the accident data.

e Built a predictive model using scikit-learn that accurately predicted the severity of accidents based on
various features.

Retrieval Based Chatbot

e Implemented machine learning and deep learning technigues to assist businesses in improving customer
interactions and experiences.

e Prioritized accuracy, customization, reliability, and scalability to ensure the best possible solutions for each
business need.

e Collaborated with business teams to understand their unique needs and developed customized solutions
tailored to their specific requirements.

e Built and optimized models using various machine learning and deep learning techniques, such as neural

networks and decision trees, to improve business outcomes.

SELF LEARNING

e Broadened NLP capabilities through independent study and hands-on exploration, including contributing
to my own LLM-PowerHouse repository on GitHub. Honed skills in key NLP areas like custom training and
inferencing on single and multiple GPU, comprehensive analysis and optimization of both individual and
ensemble encoder architectures, in-depth understanding of encoder-decoder dynamics, and evaluating
LLM applications across diverse domains. Quantified this expertise by successfully training X LLMs for
diverse tasks and achieving 20% - 25% improvement in model accuracy. [Link]

e Expanded machine learning knowledge through independent practice, including building my own
repository. Developed practical skills in implementing core algorithms from scratch, gaining a deeper

understanding of their mechanisms and potential applications. [Link]

PUBLICATION

e Ultimate Guide to Python Basics [Published on 23rd May 2020, Amazon Kindle Edition]
e SMS Spam Detection using Relevance Vector Machine [Link
e Application of Nepali Large Language Models to Improve Sentiment Analysis [Link]

e A Comparative Study of Transfer Learning Approaches for Strengthening Face Antispoofing Security [Link]

SKILLS

Languages Python

Operating Systems Windows, Linux, Slurm
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https://scholar.google.com/citations?view_op=view_citation&hl=en&user=hlfZh8AAAAAJ&citation_for_view=hlfZh8AAAAAJ:u-x6o8ySG0sC
https://dl.acm.org/doi/full/10.1145/3690771.3690789

ML/ DL Tools
CV Tools

NLP Tools

VectorDB

GraphDB
Visualization
Development Tools

MLOps

Web Tools
Databases
Version Control
Document Skills

Soft Skills

TRAININGS

Keras (TensorFlow), PyTorch, Scikit-learn, Numpy, Pandas, PySpark
Yolo, OpenCV, MediaPipe, OpenVino

NLTK, Spacy, Gensim, OpenNLP, CoreNLP, LSTM, BERT, FastText, Haystack, LangChain,
Transformers, HuggingFace, GPT, SBERT, LangGraph

Milvus, FAISS, ChromaDB

Neo4j

Matplotlib, Seaborn, Plotly, Tensorflow Embedding Project
Vim, Sublime, PyCharm, VSCode

Docker, Kubernetes, Helm Chart, AWS Lambda, EMR, EC2, ECR, S3, SQS, Jenkins,
Weights & Biases

Django, Flask, FastAPI, Streamlit, Gradio
SQL/NoSQL

Git (GitHub, GitLab, Bitbucket)

Obsidian, Confluence, Word, Powerpoint, Xcel, Latex

Team Player, Presentation Skills, Communication Skills, Leadership

e Machine Learning, Andrew Ng - YouTube Series

e Applied Data Science with Python - Coursera

e Linear Algebra by Gilbert Strang - MIT Lecture Series, Ongoing

e Machine Learning & Data Science A-Z — Udemy

e Master Python with NumPy For Data Science & Machine Learning - Udemy

e Al Fellowship - FuseMachines

Awards and Recognitions

e Awarded Best Team at Fusemachines Hackathon [April, 2023] (2 days) out of 12 teams for fine tuning a

medical generative model on a custom dataset. Recognized for advanced NLP skKills, innovation in

healthcare technology, effective collaboration, and earning a Rs. 10,000 cash prize.



EDUCATION

University of Wolverhampton B.Sc. (Hons.) Computer Science Dec 2017 — July 2020
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